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Abstract—This paper presents a novel and efficient method
to compute one of the simplest and most useful building block
for parallel algorithms: the parallel prefix sum operation.
Besides its practical relevance, the problem achieves further
interest in parallel-computation theory.

We firstly describe step-by-step how parallel prefix sum
is performed in parallel on GPUs. Next we propose a more
efficient technique properly developed for modern graphics
processors and alike processors. Our technique is able to
perform the computation in such a way that minimizes both
memory conflicts and memory usage.

Finally we evaluate theoretically and empirically all the
considered solutions in terms of efficiency, space complexity,
and computational time. In order to properly conduct the
theoretical analysis we used a novel computational model
proposed by us in a previous work: K-model. Concerning the
experiments, the results show that the proposed solution obtains
better performance than the existing ones.

I. INTRODUCTION

Nowadays most processing unit architectures are made up
of several cores. We omit the discussion about the correct-
ness of using the same term core for all these architectures,
and focus on the relevance of the prefix sum operation1 as
building block to effectively exploit the parallelism.

Given a list of elements, after scan execution each position
in the resulting list contains the sum of the items in the
operand list up to its index. In [1], Blelloch defines prefix
sum as follows:

Definition 1: Let ⊕ be a binary associative operator with
identity I. Given an ordered set of n elements:

[ a0, a1, . . . , an−1 ]

the exclusive scan operation returns the ordered set:

[ I, a0, (a0 ⊕ a1), . . . , (a0 ⊕ . . .⊕ an−2) ]

In literature, many application fields exploit scan to merge
the partial results obtained by different computations. In
particular, general purpose GPU algorithms largely apply
this operation as atomic step in many solutions. For example,
some of the fastest sorting algorithms (e.g. Radixsort [2],
Quicksort [3], and others) perform scan operation many
times for reordering the values belonging to different blocks.

1 Also known as scan, prefix reduction, or partial sum.

Ding et al. [4] use prefix sum to implement their PForDelta
decoder for accessing postings lists, and a number of other
applications refer to this operation [5], [6].

Concerning the computational complexity on a sequential
processor, prefix sum operation is linear in the size of the
input list. Instead when the computation is performed in par-
allel the complexity becomes logarithmic [7], [8], [9]. On the
one hand, the sequential solution is more easy to implement
and works in-place. As a consequence, if the available degree
of parallelism is low, the approaches based on the sequential
solution could be still applied without major performance
loss. On the other hand, it is straightforward that, augment-
ing the parallelism degree, the efficient prefix sum computa-
tion becomes a key aspect of the overall performance. This is
the case of Graphics Processing Units (GPUs), Sony’s Cell
BE processor, and next-generation CPUs. They consist of an
array of single-instruction multiple-data (SIMD) processors
and allow to execute a huge number of arithmetic operations
at the same time. Related to SIMD, there is the stream
processing [10]. It is a programming paradigm that allows
some applications to easy use multiple computational units
by restricting the parallel synchronization or communication
that can be performed among those units. Given a set of
data (stream), a series of operations (kernel) is computed
independently on each stream element. Furthermore, also
due to the performance constraints related to the complex
memory hierarchy, the design of efficient algorithms for
these processors requires more efforts than for standard
CPUs.

An important contribution of this paper is to provide a
comparison between the main existing solutions for comput-
ing prefix sum and our original access pattern. In particular,
for each solution, we provide both theoretical and experi-
mental analysis. We describe and justify the main existing
algorithms within K-model [11], which is a computational
model defined for the novel massively parallel computing
architectures such as GPUs and alike processors. The theo-
retical results point out that our approach efficiently satisfies
all the performance constraints featured by K-model, and
show the benefits and the limits of each considered solution.
Finally, the experimental results validate the theoretical ones
by showing that our access schema is up to 25% faster than
the other considered solutions.



The paper is organized as follows: Section II resumes the
features and the performance constraints characterizing the
target architectures. Section III describes K-model referring
the architectural details previously introduced. Section IV
analyses the solution that can be considered suitable for
GPUs or computational models exposing performance con-
straints that are similar to the main ones considered by K-
model (e.g. QRQW PRAM [12]). In Section V we provide
some general considerations to define a metric for the
evaluation of tree-based solutions. In Section VI our access
schema is defined. Finally, Section VII and Section VIII
show both the theoretical analysis and the experimental
results of the different solutions.

II. GPU ARCHITECTURAL DETAILS

Modern processors, in particular GPUs, permit to compute
hundreds of arithmetical operations at the same time. The
key features joining these architectures are the integration
of several computing cores on a single chip, grouped into
SIMD processors [13].

In this paper we focus on GPUs. These devices are
built around a scalable array of SIMD processors. Each of
them comprises: one instruction unit, a collection of scalar
processors, a set of private registers, and a shared data-
memory. In more detail, shared memory is divided into
independent modules, which can be accessed concurrently.
If an instruction issues two memory requests falling in the
same shared data-memory module, there is a conflict, thus
the accesses have to be serialized, penalizing the latency
of the instruction. Each device is also equipped with an
external memory that is off-chip, and can be addressed
by all SIMD processors during the computation. To access
external memory data, a processor performs a set of memory
transactions. Each transaction is able to transfer the content
of a fixed-size segment of contiguous memory addresses.
Moreover, the latency of each transaction is constant for any
given data size to transfer. Finally, strictly related to SIMD
processors, the serial control programming is the last aspect
to manage. On the one hand, this architectural solution
permits to multiply the FLOPS over chip-area ratio. On the
other hand, algorithms have to synchronize the instruction
flows performed by the computational elements to obtain the
maximum efficiency.

The architectural organization of other types of common
processors is similar to GPUs. For example, Cell BE ar-
chitecture exposes on the same chip both a CPU and a
set of SIMD processors (PPUs) which are equipped with
a local memory. In this case, all the processors share the
system main memory that is unified with the analogous GPU
external memory.

III. K-MODEL

In [11] we aim to find a computational model that is
able to capture all the features described in Section II. The

following table points out the features (i.e. those marked
with X) that can be properly modeled within an existing
model.

Model name serial shared external
control data-memory memory

PRAM [14] – – –
V-RAM [15] X – –
(P)BT [16] – – X
QRQW PRAM [12] – X –
Cache Oblivious [17] – – X

In [11] we proposed K-model as a viable solution that
is able to characterize all the previous aspects so as to
overcome the lack of accuracy of the existing computational
models.
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Figure 1. Representation of the target architecture.

The core of K-model is the evaluation of the “parallel-
work” performed by a SIMD processor on each stream
element, disregarding the number of processors composing
the real processors array. For this reason the abstract ma-
chine related to K-model (as shown Figure 1) restricts the
processors array to only one SIMD processor schema.

The memory hierarchy consists of an external memory
EM and of an internal memory IM made up of S locations
equally divided into k modules accessible in parallel. The
processor is composed by an array of k scalar execution
units E[ ]s linked to an instruction unit IU that supplies
the instructions to the scalar units. This forces the scalar
units to work in a synchronized manner, because only one
instruction is issued at each processing step. The evaluation
of each instruction issued by IU is based on two criteria:
latency and length. Length is simply the number of scalar
units that must run an instruction issued by IU , thus it is
defined in the range 1 ÷ k. Latency is measured in terms
of the type of instruction issued. If the instruction access
to one of the k modules composing IM , then the latency
is proportional to the contention degree it generates. This
means that the latency of a data-access instruction can be
correctly evaluated as the maximum number of requests
incoming to one of the k memory banks via the queues
Q[ ]. Instead the latency of arithmetical instructions is always



equal to 1.
Given an algorithm, the functions T () and W () evaluate

the amount of work performed inside the processor in term
of latency and length of the instructions, as previously de-
fined. In particular, T () represents the latency per instruction
call, and W () is the length induced by each instruction,
both summed over the instructions issued. Let us note that
T () can be thought as the parallel complexity assuming
a collection of k scalar processors, whereas W () can be
thought as the complexity assuming we are considering
a serial RAM. Regarding EM , its latency is evaluated
separately. The peculiarity of the external memory is the
coalescing of the accesses. Whenever, the scalar units access
a set of addresses, the architecture performs one memory
transaction for each segment of length k to address. Since
the time required to execute a transaction is constant, the
function G() measures the number of memory transactions
issued to access to the external memory.

IV. RELATED WORK

Due to its relevance, scan has been deeply studied from
researchers to devise faster and more efficient solutions.
However, only few of these are relevant for our purpose,
namely the studies conducted for general purpose com-
putation on GPUs. Furthermore, we attempted to include
in our study also those solutions proposed for QRQW
PRAM [12] because the behavior of its memory equals the
IM one, which is the performance constraint mainly taken
into account in this paper. Unfortunately, to the best of our
knowledge, none has been found.

Horn et al. [7] propose a solution derived by the algorithm
described in [9]. This solution, represented in Algorithm 1,
performs O(n log n) operations. Since a sequential scan
performs O(n) sums, the log n extra-factor could have a
significant effect on the performance hence it is considered
work-inefficient. Note that the algorithm in [9] is designed
for the Connection Machine architecture [18] that is different
from the ours, with an execution time dominated by the
number of performed steps rather than work complexity.
From this point of view, that consists in considering the
number of loops performed at line 1 of Algorithm 1, the
solution has a step-complexity equal to O(log n).

Algorithm 1 Work-inefficient scan.
Require: n-size array A[ ]

1: for d← 1 to log n do
2: for all k in parallel do
3: if 2d ≤ k < n then
4: A[k]← A[k] +A[k − 2d−1]
5: end if
6: end for
7: end for

Harris et al. [8] proposed a work-efficient scan algorithm
that avoids the extra factor of log n. Their idea consists in
two visits of the balanced binary tree built on the input array:
the first one is from the leaves to the root, the second starts
at the root and ends at the leaves, see Figure 2.

Since binary trees with n leaves have log n levels and 2d

nodes at the generic level d ∈ [0, log n − 1], the overall
number of operations to perform is O(n). In particular, in
the first phase the algorithm traverses the tree from leaves
to the root computing the partial results at internal nodes,
see lines 1÷6 of Algorithm 2. After that, it traverses the
tree starting at the root to build the final results in place
by exploiting the previous partial sums, see lines 8÷15 of
Algorithm 2.

Algorithm 2 Work-efficient scan.
Require: n-size array A[ ]

1: for d← 0 to log2(n)− 1 do
2: for k ← 0 to n− 1 by 2d+1 in parallel do
3: i← k + 2d − 1
4: A[i+ 2d]← A[i+ 2d] +A[i]
5: end for
6: end for
7: A[n− 1]← 0
8: for d← log2(n)− 1 down to 0 do
9: for k ← 0 to n− 1 by 2d+1 in parallel do

10: i← k + 2d − 1
11: temp← A[i]
12: A[i]← A[i+ 2d]
13: A[i+ 2d]← A[i+ 2d] + temp
14: end for
15: end for

Despite the work-efficiency, Algorithm 2 is not yet fully
efficient considering the metrics defined in Section III, i.e.
the function T (). Due to the data access pattern used, the
solution is inclined to increase the latency for accessing to
the shared data-memory IM . In fact, considering a generic
step, different scalar processors require to access elements
belonging to the same memory bank. As a consequence, the
most part of the IM accesses are serialized so as to augment
the time required to perform an instruction.

To avoid most memory bank conflicts, Harris et al. insert
some empty positions in the memory representation of the
input list. Specifically, their solution stores an input list
element ai at the array A[ ] position as follows:

ai 7→ A[ i+ bi/kc ] (1)

Therefore the authors avoid the “periodicity” with which
the same subset of memory banks are accessed in Algo-
rithm 2. On the one hand, they balance the memory banks
workload by applying this technique. On the other hand,
the memory space required for representing the input in



memory grows of an extra-factor that equals n/k. Let us
consider, as proof, that an n-size list {a0, . . . , an−1} is
represented by the array A as follows: a0 7→ A[0] and
an−1 7→ A[n − 1 + bn−1

k c ]. So, the required space is
n + bn−1

k c = O(n + n
k ), which corresponds to an extra

factor of O(n/k). Last but not the least, this solution does
not scale with the size of the input list because, as shown
in Section V, this technique is effective on lists having up
to k2 elements.

V. PROBLEM ANALYSIS

The previous section emphasizes the weak points of
Algorithm 2. In particular, such algorithm consists in travers-
ing twice the binary tree built on the input list. Before
introducing our pattern, let us point out two aspects that
permit to define a “metric” for the analysis of the different
solutions:

(a)

(b)

Figure 2. Types of tree-traversal performed by Algorithm 2: (a) bottom-up
and (b) top-down.

(i) Let us consider the sets of accesses made at each phase
of Algorithm 2: the first phase consists of a bottom-
up tree-traversal, see Figure 2a, the second phase
consists in the same procedure performed in a top-
down manner, see Figure 2b. The two sets of accesses
are equivalent. The only difference is the reversed
order adopted to traverse the tree. So, by defining an
optimized access pattern for the first visit, we have
a method to efficiently perform the second visit too.
In other words, if a pattern generates a conflict in the
shared memory by addressing a pair of elements in the
first visit, the same conflict will occur, for the same
pair, in the second visit too. As a consequence, we can
reduce the analysis of an access pattern to one phase:
in our case we chose the bottom-up tree-traversal.

(ii) The second point concerns the operations performed
on the shared data-memory, i.e. load and store. By
induction on the tree levels: the nodes storing the
results of the operations performed at the level i
correspond to the operands to add at the level i + 1.
Thus, by reducing the number of conflicts generated
to store the results at a generic level of the tree, we
automatically reduce the conflicts generated to read
the operands at the next level of the visit. This second
aspect permits us to focus our analysis on only one
type of operation (i.e. store) instead of considering
both the store and the load ones.

Resuming, in the rest of the paper, we face the problem
of defining a data access pattern able to equally spread
sequences of k store operations on k different memory
banks.

VI. OUR DATA ACCESS PATTERN

This section describes our data access pattern. The main
advantages are: (i) our solution is the optimal in space2,
namely O(1); (ii) the proposed schema perfectly balances
the workload among the internal memory modules for any
given input size; (iii) the solution is based on the tree-based
solution and inherits its work efficiency.

In order to reduce the memory contention our solution
redirects the sum results so as to refer to distinct memory
modules, instead of applying a function like (1) to stretch the
memory representation of the input list. Our schema works
by considering subsets of k consecutive store-operations. As
shown in Figure 3, given a sequence of k sums to calculate,
the algorithm alternatively stores the result of each one of
the first k/2 sums by replacing the value of the operand
with the smallest index (denoted as left-sum) and it stores the
results of the remaining k/2 sums at position of the operand
with the greatest index (denoted as right-sum). Then, we
iteratively apply this pattern to each k-size sequence at all
levels of the tree. When the tree-traversal is ending, the
number of nodes belonging to a tree level becomes smaller
than k and the algorithm performs only left-sums.

In this manner, each sequence of k operations addresses
k distinct memory banks. From K-model point of view, this
means to eliminate the contention on IM . Equation (2)
defines the approach depicted in Figure 3, namely it dis-
criminates between left-sums and right-sums. Basically, this
function consists in permuting the set of memory banks
related to a sequence of sums to compute.

LEFTRIGHTh(x, m) = RSTh(x · 2m)︸ ︷︷ ︸
base

+ ROTm
h (x)︸ ︷︷ ︸

offset

(2)

Let k be a power of 2, given an element at position
i, the least significant log k bits of i identify the memory

2 This result is still more relevant considering that the real architectures
exploits small sized shared data-memories.
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Figure 3. Representation of our pattern applied to a tree with n = 16
leaves allocated in a memory of k = 4 banks.

bank where the element is stored. Equation (2) consists in
applying a left circular-shift to the least significant log k
bits of the element positions involved in the computation. In
particular, ROT is applied on a sequence of 2 · k addresses
referring k pairs of operands. If the addresses in the initial
sequence are uniformly spread on k distinct memory banks,
we obtain a new sequence of k positions belonging to k
distinct memory banks that are arranged as Figure 3 shows.
Since at the first step of the tree traversal the operands are
already equally spread among the k banks, no conflicts are
generated accessing them. Therefore, applying Equation (2)
we maintain the desired property, i.e. avoid the conflicts on
the memory banks during the execution of Algorithm 2.

In particular, ROTm
h (x) stands for computing m times

the left circular-shift of the h least significant bits ex-
tracted by the binary representation of x. For example,
ROT1

3(12) = ROT1
3(1100) = ROT1

3(100) = 001 = 1
and ROT2

3(2) = 001 = 1. The RSTh(x) operator resets
the h least significant bits of the binary representation of
x. For example RST3(13) = RST3(1101) = 1000 = 8.
Resuming, an index resulting from Equation (2) is composed
by two distinct parts: the first part, that is referred as base,
specifies the most significant part of the address; the least
significant log k bits, that are referred as offset, are obtained
by applying a circular-shift rotation. The related pseudo-code
is shown in Algorithm 3.

Algorithm 3 Free-conflict bottom-up tree visit step.
1: for d← 0 to log2(n)− 1 do
2: for i← 0 to n/2d+1 − 1 in parallel do
3: x← A[ LEFTRIGHTlog k(2i, d) ]
4: y ← A[ LEFTRIGHTlog k(2i+ 1, d) ]
5: A[ LEFTRIGHTlog k(i, d+ 1) ] = x + y
6: end for
7: end for

This section ends with some notes about the implementa-
tionof our access function on the tested GPUs. The SDK [19]
provided with the tested devices consists in an extension
of the C language. However, neither C nor C++ have a

statement for circular-shift of a binary word. However,
ROTm

h (x) can be emulated via:
1: x &= (1<<h)-1;
2: return (x>>m) | (x<<(h-m));

and the operation RSTh(x) can be emulated via:
1: return x & (0xFFFFFFFF<<h);

VII. THEORETICAL EVALUATION

In this section we evaluate the solutions presented in Sec-
tion IV and Section VI by defining the related complexities
discussed in Section III, i.e. G(), W () and T (). Firstly
we show the complexities of the three tree-based solutions
varying the data access pattern: the naı̈ve version represented
by Algorithm 2, the version exploiting padding, and the one
based on our novel solution. These solutions are referred
in the remainder of the paper as NoPadding, Padding,
LeftRight, respectively. Concerning T (), the analysis of the
different solutions is presented using the metric introduced
in Section V, i.e. taking into account the number of conflicts
generated storing the results of the operations performed
during the bottom-up tree traversal. Then we analyze the
method proposed for the Connection Machine architecture
and adapted for GPUs in [7]. This is referred as CM.

Concerning G(n, k), that measure the external memory
data-transfers efficiency, it equals n/k for all referred meth-
ods. In fact, the allocation in the external memory does
not need any particular arrangement because it is already
optimal. Since the input elements are coalesced in a vector,
each memory transaction fully exploits the communication
bandwidth by transferring k elements at a time.

Concerning W (n), let us observe that the number of
operations performed by the tree-based solutions does not
change by varying the access pattern. We already pointed
out that these methods differ only in the schema applied for
mapping the operands into the internal data-memory IM .
Analyzing the lines 1÷6 of Algorithm 2 and Figure 2a, it
can be seen that the number of nodes to compute halves at
each step. Let n denote the input size and, without loss of
generality, suppose n is a power of 2. The overall number
of operations performed to traverse the tree is given by (3)
and it corresponds to W () too.

W (n) =

log n∑
i=1

n

2i
= n− 1 = O(n) (3)

Thus, let us define the efficiency of the solutions and `
denote the number of instructions issued by IU , we can
define ` as follows:

`n,k =

log n−1∑
i=log k

2i

k︸ ︷︷ ︸
`1

+

`2︷︸︸︷
log k =

n− k

k
+ log k (4)



Given a generic tree level d ≥ log k, the number of
instructions issued by the unit IU is `1 = 2d/k, with 2d

is the number of nodes composing the level. At the last
log k steps of the tree-visit, the efficiency halves as well as
the number of sums to perform, nevertheless IU issues one
instruction per step, denoted by `2.

With both W (n, k) and `, we can evaluate the efficiency
of the solutions as W (n, k) divided by k·`, see Equation (5).
Without loss of generality, we suppose the parameter k,
inherent K-model, is a power of 2 and k < n.

W (n, k)

k · `n,k
=

n− 1

k · `n,k
=

n− 1

k · log k + n− k
(5)

Concerning the CM method, as argued in Section IV,
the number of operations performed by Algorithm 1 is
O(n log n) for any given n-length input list. Therefore W ()
equals O(n log n).

As last indicator, we consider T () that denotes the time
required to compute a stream element. It depends on the
different number of conflicts generated by addressing the
internal memory IM so we analyze one solution at a time.

NoPadding: Let n be the input size and d ∈ [1, log n]
indicate a step of the loop represented at the lines 1÷6 of
Algorithm 2. The number of operations to compute at each
step is n/2d, and the displacement between the positions
storing two consecutive results is 2d. As a consequence, the
involved queues Q[ ]s are those having index 2d mod k. At
each step, the number of operations to perform halves, the
queues size doubles and hence the time to perform a step is
unvaried because the workload halves as the number of the
working memory modules. Since k requests are processed
at a time, the time needed to perform the first log k steps
is n/k for each one of them. Only on the last log n− log k
steps, the maximum queue size does not double because the
number of adds becomes too small. Finally Tp̄(n, k) is:

Tp̄(n, k) =

log k∑
d=1

n

2d
· 2d · 1

k
+

log n∑
d=log k+1

2d · 1
k

= log k · n
k

+

log n−log k∑
d=1

2d

= n · log k + 1

k
− 1

Padding: This method is fully efficient until the dis-
placement applied to the indexes is smaller than the number
of memory modules, i.e. k in K-model. In particular, for
values greater than k, the Function (1) generates the same
conflicts in IM as the NoPadding algorithm does. In par-
ticular, let us consider a tree traversal performed on arrays
made up of more than 2 · k elements. Due to Padding, the
representation in memory of two consecutive segments of k
elements is divided by an empty entry. At the end of the
traversal performed on such segments, namely after log k

steps, this technique is no more effective. As a consequence,
the computation of the remaining levels generates the same
contention-degree of the NoPadding method.

Hence, we get the peak of IM bandwidth computing the
first log k steps because all operations are equally spread
on the memory banks, see (6). Note that such formula is
straightforwardly derived by Equation (3) because, when the
contention is null, the latency of the overall accesses corre-
sponds to W ()/k. For the remaining steps the complexity
function is the same obtained in the NoPadding case, i.e. it
is Tp̄().

fp(n, k) =
1

k
·

log k∑
i=1

n

2i
(6)

The complexity of Padding corresponds to the following
expression, which is obtained by merging fp() and Tp̄.

Tp(n, k) = fp(n, k) + Tp̄

(n
k
, k
)

LeftRight: As argued in Section VI, this memory access
pattern was developed in order to avoid all memory bank
conflicts so as to expose the complexity of T () as follows:

Tlr(n, k) = log k +

log n−1∑
i=log k

2i

k

= log k +
n− k

k

This result corresponds to Equation (4) that represents the
number of instructions issued by IU . This is the result we
expected. In fact, when the set of accesses corresponding to
an instruction does not generate any memory conflict then
the parallel complexity computed in K-model is asymptoti-
cally equal to the number of instruction issued, namely `.

CM: The solution performs log n steps for a given
n-size array. Let d ∈ [0, log n − 1] denote a step of
Algorithm 1, the method performs n − 2d operations per
step. Resuming, the overall amount of sums corresponding
to W () is:

Wcm(n) =

log n−1∑
d=0

n− 2d = n · log n− n+ 1

In K-model, such solution splits the set of operations
performed at each step into session of k operations. Each
session can be implemented so as to avoid all conflicts on
the memory modules. In practice, we temporarily store the
sums of the operands loaded from IM into a local variable.
When all sums have been computed, we proceed by writing
back the results into IM . As a consequence of that:

Tcm(n, k) =
Wcm(n)

k
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Figure 4. Expected behavior of the different solutions (log-log plot). k
equals 16 because it is a realistic value, e.g. it is related to the hardware
used for testing in Section VIII.

Figure 4 is the log-log plot of the T () functions computed
for all the solutions taken into account. The parameter k (re-
ferred in K-model) has been set equal to 16 that corresponds
to the value of the hardware used for the tests so as to make
possible to compare theoretical and experimental results.
The figure points out that CM is the lowest performing
solution. Furthermore, until Padding is able to perform
conflict-free accesses, its performance is comparable to one
of LeftRight solution. However, the padding technique does
not scale well to larger problem sizes. In particular it is
effective only when the first log k steps and the last log k
steps are performed. This means that trees made of at most
log k + log k levels, namely k2 items, can be efficiently
performed with Padding. On the contrary, for input size
greater than k2 we expect that Padding experimental results
are wasted due to the serialization of the accesses.

Finally, the following table summarizes the space com-
plexity of each considered algorithm:

Pattern Name Space Complexity
CM O( 1 )
NoPadding O( 1 )
Padding O(n/k )
LeftRight O( 1 )

In particular, three of them perform scan in linear space
and only Padding requires an extra factor for the reasons
discussed in Section IV.

VIII. EXPERIMENTS

The experiments have been conducted using CUDA SDK
3.1 on the NVIDIA 275 GTX video device. Due to the
limited size of the on-chip shared data-memory and consid-
ering the standard 32-bit word size, each stream element can
compute blocks of at most 2048 elements, i.e. the same used
also for the experiments in [8]. The conducted experiments
aim to measure the time required to perform the operation
scan in two different cases for all the solutions:

(i) We tested the different approaches by computing an
input list that can be stored in only one stream block,
i.e. varying the block size in the range from 25 up to
the maximum size allowed by the architecture, namely
2048 integers. Moreover, to stable results, each stream
consists of 10752 blocks, see Figure 5. The goal of
this test is to compare all the approaches exclusively
on a SIMD processor, i.e. how scan is used in [4], [5].

(ii) In order to compare the different algorithms, we ex-
tend them for computation of large arrays of arbitrary
dimensions (e.g. large arrays are scanned in [2], [3],
etc.), see Figure 6. The basic idea to perform on
large lists is simple: we divide the large array into
blocks that each can be scanned within a single stream
element, scan the blocks, and write the total sum of
each block to another array of block-sums. Then we
scan the block-sums, generating an array of partial
results that are used to “update” all the elements in
their respective blocks. In more detail, let n be the
number of elements in the input list in[ ], and b be the
number of elements processed in a block. We allocate
n/b blocks of b elements each. We use the first part
of the scan algorithm (i.e. lines 1÷6 of Algorithm 2)
to compute each block j independently, storing the
resulting scans to sequential locations of an output
array out[ ]. We make one minor modification to the
scan algorithm. Before reset the last element of block
j (i.e. line 7 of Algorithm 2), we store the value (the
total sum of block j) into an auxiliary array partial[ ].
Then we scan partial[ ] in the same manner. After we
use partial[j] to initialize the computation of block j
using a kernel performing the second part of the scan
(i.e. lines 8÷15 of Algorithm 2) on n/b blocks.
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Figure 5. Elapsed time for scan on stream blocks of varying size.

The results shown in Figure 5 are aligned with the
considerations at the end of Section VII: our solution has
been proved to be faster than the competitors. In particular,
on input of 2048 items, our solution is 25% faster than
Padding which was considered the fastest solution for GPUs.



This is mainly due to our novel schema that is able to fully
exploit the parallelism of the architecture that means, from
K-model point of view, to reduce T ( ) with respect to the
other methods.
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Figure 6. Elapsed time for exclusive scan on large arrays of varying size.

In Figure 6, that concerns the computation of large arrays,
the benefits of applying our solution are decreased but still
permit to outperform the competitors, i.e. we are 18% faster.
The main reason is the increased number of communications
between the array processors and the off-chip memory that
dominates the computational time.

IX. CONCLUSION

The scan operation is a simple and powerful parallel
primitive with a broad range of applications. This paper
uses the K-model as valid tool for the analysis of the
efficiency and the complexity of algorithms performing the
prefix sum operation when performed on GPUs. Driven by
the definitions of K-model complexities, we have defined a
pattern access able to minimize the measures inherent to the
internal computation performed on such model. Moreover,
the new proposed technique can be exported also on the
computational models that share some of the K-model
features, e.g. QRQW PRAM [12]. Experiments confirm the
theoretical results by reducing the time for computing each
stream element up to the 25% with respect to the other
methods existing in literature.
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