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Abstract. The innovative architecture of GPUs has been exploited to
the end of implementing an efficient version of the time independent
quantum reactive scattering ABC code. The intensive usage of the code
as a computational engine for several molecular calculations and crossed
beams experiment simulations has prompted a detailed analysis of the
utilization of the innovative features of the GPU architecture. ABC has
shown to rely on a heavy usage of blocks of recursive sequences of linear
algebra matrix operations whose performances vary significantly with
the input and the section of the code. This has requested the evaluation
of the suitability of different implementation strategies for the various
parts of ABC. The outcomes of the related test runs are discussed in the
paper.

1 Introduction

Nowadays parallel architectures exploiting “manycores” processors are available.
Multicore CPUs providing 2-4 scalar cores are now commonplace and there is
every indication that the trend towards increasing parallelism will continue on to-
wards manycore chips that provide far higher degrees of parallelism. GPUs have
been at the leading edge of this drive towards increased chip-level parallelism for
some time and are already fundamentally manycore processors. Current GPUs,
for example, contain up to hundreds of scalar processing elements per chip. When
running graphics applications, these processors execute the shader programs that
have become the main building blocks for most rendering algorithms. Yet, the
demand for flexibility in media processing motivates the use of programmable
processors, while the demand for non-graphical APIs prompts the creation of
new robust abstractions.

This paper describes the work performed to implement quantum reactive
scattering simulations exploiting in combination CPUs and GPUs. The impor-
tance of such work stems both from the fact that the code considered (ABC) [1]
is made of blocks of recursive sequences of linear algebra matrix operations for
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different values of the input parameters bearing an uneven usage of computer
resources and from the fact that it is an important computational engine of the
so called grid empowered molecular simulators SIMBEX [2] and GEMS [3,4]. As
a result, this study is a step forward towards the design of efficient and cost effec-
tive hardware and software solutions for heavy number crunching applications.
The paper is organized as follows. Section 2 describes the computing platform
used and its programming environment. Section 3 presents the sequential ABC
program and Section 4 describes its hot spot analysis to design a proper distribu-
tion strategy. In Section 5 the implementation of ABC for CUDA is described.
The performance of the ABC parallel implementation are evaluated and dis-
cussed in Section 6. Finally, Section 7 reports conclusions and plans for future
work.

2 Parallel Computing on GPUs

In this paper we refer a hybrid CPU-GPU architecture to implement quantum
reactive scattering. More specifically, GPUs are especially well-suited to address
such type of problems that can be expressed as data-parallel computations with
high arithmetic intensity. Current GPUs are manycore chips built around an
array of parallel SIMD processors [5]. With NVIDIAs CUDA [6] software envi-
ronment, developers may execute programs on these parallel processors directly.
In the CUDA programming model, an application is organized into a sequential
host program, that executes on the CPU, and one or more parallel kernels that
can be invoked by the host program and execute on the GPU.

Each SIMD processor comprises one instruction unit, a collection of single
precision pipelines executing scalar instructions, and a 16KB on-chip shared
data-memory. This memory is divided into banks, which can be accessed simul-
taneously. If two addresses of a memory request fall in the same memory bank,
there is a bank conflict, and the accesses have to be serialized, penalizing the
latency of the overall requests.

Concerning the shared memory, each device is equipped with its own global
memory that is off-chip, and can be addressed by each processor during a com-
putation. Due to the number of memory transactions issued to access to the
different memory segments addressed, the accesses to the global memory should
be made in coalesced manner to minimize the number of memory transactions,
i.e. the latency of data transfers.

3 The ABC Program

The ABC program simulates at microscopic level the reactive process of atom-
diatom systems A + BC −→ AB + C in which A, B and C are three atoms.
The ABC program is based on the hyperspherical coordinates time independent
method [1]. This method integrates the Schrdinger equation for the atom-diatom
system reacting on a single potential energy surface (PES) according to a Born-
Oppenheimer scheme, for all the states open at a given total energy E:
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(Ĥ − E)Ψ = 0. (1)

For each value of E the ABC program computes the wave function of the
nuclei, Ψ , by expanding it into the basis functions BJMτ,ντ ,jτ ,kτ eigen-solutions of
the arrangement channel (τ). The number of basis functions used in the com-
putation, must be sufficiently large to include all the open channels up to the
maximum value of the internal energy plus a few closed ones. The basis functions
B are labeled by J (the total angular momentum quantum number jtot), M and
Kτ (the projections in the reference system fixed in space SF and fixed in the
system BF respectively, of the total angular momentum J), ντ and jτ (the vibra-
tional and rotational quantum numbers of the diatom in the asymptotic channel
τ) and jmax (the maximum value of j considered in each channel). The B basis
functions depend on the Euler angles and the Delves’s internal hyperspherical
angles. At a fixed value of E, to propagate the solution from small to the asymp-
totic value rmax of the hyper-radius ρ, defined as ρ =

√
(R2

τ + r2τ ), with Rτ and
rτ being the modules of the (Rτ and rτ ) Jacobi vectors, the following set of
second order differential equations expression has to be integrated:

d2g(ρ)

dρ2
= O−1Ug(ρ). (2)

In equation 2 g(ρ) is the matrix of the coefficients of the expansion of Ψ on the
basis functions B, and O is the overlap matrix of B of the same representation
SF , but different representation BF , whose elements are defined as:

O
τ ′ν′

τ j
′
τK

′
τ
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〉
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Correspondingly, U is the coupling matrix, whose elements are defined as:

U
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, (4)

where µ is the reduced mass of the system, and H̄ is the set of the terms of
the Hamiltonian operator not containing derivates with respect to ρ.

In ABC the integration of equation 2 is performed by dividing into SM sec-
tors the considered range of ρ values. Within each sector the basis functions B
are computed, and the matrix g(ρ) of the expansion coefficients is propagated
through all the sectors, from the origin of ρ up its asymptotic value (where the Ψ
dependence on ρ has the form of a planar wave). Finally, under these conditions
the value of the S matrix elements is worked out. At this point the state-to-state
scattering probability elements of matrix P, whose elements are the quadratic
module of the corresponding S matrix elements is determined for an arbitrarily
fine grid of N values of the total energy. The schematic structure of the ABC
pseudo-code is shown in Algorithm 1.

It is composed by four main sections called respectively SETUP, SECTOR,
LOGDER and OUTPUT. In the first section, SETUP, input data are read-in and vari-
ables of general interest are evaluated. The second section, SECTOR, is devoted to
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Algorithm 1 Pseudocode of ABC code.

1: /* SETUP SECTION */

2: Set up data structures and general parameters;
3: /* SECTOR SECTION */

4: Divide the integration domain into distinct sectors, i.e. S1 → SM ;
5: for Si = S1 → SM do
6: // begin Sector procedure

7: Calculate the basis functions B of Si;
8: Calculate partial overlap matrix O of Si;
9: Calculate partial coupling matrix U of Si;

10: // end Sector procedure

11: if i = 1 then
12: Perform initial energy-dependent calculations;
13: else
14: // begin Metric procedure

15: Complete the calculation of the overlap matrix O of Si;
16: Complete the calculation of the coupling matrix U of Si;
17: // end Metric procedure

18: /* LOGDER SECTION */

19: for Ej = E1 → EN do
20: // begin Logder procedure

21: Introduce energy dependence in matrix U of Si;
22: Log-derivative propagation on sector Si;
23: Map the solution on next sector;
24: // end Logder procedure

25: if i = M then Store the fixed energy propagation result of SM ;
26: end for
27: end if
28: end for
29: /* OUTPUT SECTION */

30: Output the matrix S values for energies E1 → EN ;
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the computation of the overlap matrix O and of the coupling matrix U. To this
end the integration domain is divided into several sectors, each identified by the
value of the reaction coordinate ρ. For each sector the basis functions B are com-
puted by solving the eigenvalue problem for the related fixed ρ potential. The
surface functions determined in this way are used to compute O and U of the
equations 2, 3 and 4. Then the third section, LOGDER, embedded into the SECTOR

section, makes use of the logarithmic derivative method to propagate one sector
further the solution for each value of total energy E. The same computation is
then repeated for the other sectors of the simulation.

The logarithmic derivative method recursively propagates the ratio between
the derivative and the function itself of the current and of the subsequent sector.
Considering that the computation of O is independent of E, while the compu-
tation of U linearly depends on it, such method introduces a data dependence
between two neighbor sectors computation. The matrices O and U of a sector
can be computed iff the computation of the previous sector is ended. The last
section, Output, evaluates and outputs the S matrix values at all energies.

Algorithm 2 shows an alternative scheme that computes first all basis func-
tions for all the sectors, and the related matrices O and U (only) for the first
energy in the SECTOR section and stores them. Then in the LOGDER section for
each energy the solution is propagated over all sector using the stored O and U
matrices (U matrices for the EN higher energies are easily derived from those of
the first energy). This technique demands more memory to store O and U. In
this algorithm, however, the data dependence is removed. Finally, in the OUTPUT

section, the values of the scattering S matrix elements at all given energies E
are elaborated and output.

4 Program execution profile

With the goal of identifying how the computational time is distributed among the
different sections of the program a hot spot analysis of its execution was carried
out. It was obtained by using a typical case of study, the reaction N +N2 [7]. As
in [8] the integration domain was subdivided in 150 sectors, while the number
of energies used to compute the scattering matrix was set equal to 20 and the
matrices are made of 2557×2557 elements. The results point out that the largest
part of the program run time is spent executing the SECTOR (i.e. the computation
of the matrices O and U) and the LOGDER sections (i.e. the propagation of the
logarithmic derivative) respectively for 22% and 77%. The SETUP and OUTPUT

sections use only altogether 1% of the program execution time.
Figure 1 shows clearly two different situations. The first one is associated with

the region of small values of ρ in which the channels of the chemical reaction
process communicate with each other (the first 50 sectors) and there is flux
transfer among them. The second one is associated with the region with larger
values of ρ in which the channels of the process are separated, and there is not
flux transfer among them. As shown in Figure 1 the execution time spent to
elaborate the SECTOR section decreases, after a first increase, as the channels
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Algorithm 2 Pseudocode of ABC program (alternative scheme).

1: /* SETUP SECTION */

2: Set up data structures and general parameters;
3: /* SECTOR SECTION */

4: Divide the integration domain into distinct sectors;
5: for sector i = 1 → M do
6: // begin Sector procedure

7: Calculate the basis functions B of Si;
8: Calculate partial overlap matrix O of Si;
9: Calculate partial coupling matrix U of Si;

10: // end Sector procedure

11: if i > 1 then
12: // begin Metric procedure

13: Complete the calculation of the overlap matrix O of Si and store;
14: Complete the calculation of the coupling matrix U of Si and store;
15: // end Metric procedure

16: end if
17: end for
18: /* LOGDER SECTION */

19: for energy Ej = E1 → EN do
20: Perform initial energy dependent calculations;
21: for sector i = 2 → M do
22: // begin Logder procedure

23: Introduce energy in matrix U for sector Si;
24: Log-derivative propagation on sector Si;
25: Map the solution on next sector;
26: // end Logder procedure

27: end for
28: Store the outcomes of the fixed energy propagation of the last sector;
29: end for
30: /* OUTPUT SECTION */

31: Output the matrix S values for energy E1 → EN ;
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Fig. 1. Time spent in each iteration of the SECTOR section.
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become less coupled (from sector 1 to 50) down to a constant value (from sector
51 to 150) when the channels are completely de-coupled. Concerning the LOGDER

section, results show that the time elapsed to elaborate each energy propagation
is quite constant regardless of the Ej energy value, i.e. ∼ 73.92 minutes for each
LOGDER in our case.

Due to the fact that matrix calculations are massively exploited in the ABC
code, we analyzed how this computation can be efficiently implemented on
GPUs, and the program execution time reduced. For this purpose we measured
the percentage of the time spent elaborating matrix operations. About 50% of
such time is spent on sum and multiply operations on matrices (dgemv and
dgemm routines), 25% is spent in inversion matrix (syminv routine) operations
and eigenvalues and eigenvectors computations (symev routine). The routines
dgemm and dgemv are taken from the BLAS library BLAS1, while syminv and
symev ones are taken from the LAPACK library [9].

In the SECTOR and LOGDER sections most of the time is spent executing the
dgemm routine. For example, in the case study considered in our work, the sectors
computation involves approximately 300, 000 matrix operations. The size of the
matrices involved in computing sectors is smaller than that of those used to
compute the fixed energy propagations (in our case of a factor of about 20)
being the latter concerned with more than 6 millions of elements. The large
number of dgemm executions permits us to instantiate a large enough number of
threads and fruitfully exploit the GPU characteristics. However, computational
inefficiency could be introduced by the overhead associated with data transfer.
The execution on a GPU of an instance of dgemm needs to move in and out its
data from the CPU to the GPU memory.

According to the program hot spot analysis results, a version of ABC for
CUDA was obtained by: 1) executing on GPU the dgemm-based matrix opera-
tions, which allows to exploit a fine-grain parallelism at array element level; 2)
exploiting the independence between the computation of the coupling matrix
U (SECTOR section) and the computation of the energies propagation (LOGDER
section), which allows to use multiple cores simultaneously.

A parallel version of dgemm for GPU is provided by the cuBLAS library
[10], while GPU versions of syminv and symev are not currently available, and
their exploitation would require the implementation of specific CUDA kernels.
Therefore, despite the fact that such routines are important components of ABC
(they count for 25% of the program execution time) they are not considered here.

5 The parallel ABC computational schema

To implement a version of ABC for CUDA, we used the C language CUDA
extension, called “C for CUDA”. The ABC parallel program was built by ex-
ploiting two levels of parallelism: thread and GPU kernel. The thread level was
used to run the SECTOR and LOGDER sections on more cores simultaneously. The

1 http://www.netlib.org/blas/
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parallelism at GPU kernel level is exploited when performing the most computa-
tionally heavy matrix operations. To this end, sum and multiply matrix opera-
tions have been replaced with their equivalent parallel implementation included
in the C cuBLAS library [10] provided by the CUDA programming environ-
ment. The thread parallelism allows to use more GPUs to evenly distribute the
computation among the available ones.

In order to simultaneously run different kernels on different GPUs, each GPU
needs to be managed by a specific thread running on a core. This is due to a
constraint of the CUDA environment that limits each thread to the management
of only a GPU at a time. Therefore, at least one thread has to be created per
each GPU that will be used. The pthread C library and the CUDA library
cudaSetDevice routines are executed respectively to create a thread and to
allocated it to a specific GPU. Having established a thread-GPU association,
each kernel invoked from the thread is performed on such GPU.

To run ABC on systems with multiple cores and GPUs its parallel version has
been implemented by adopting a Task-Farm paradigm [11]. According to this
model, a thread acting as master instantiates a set of worker threads, each able
to activate a kernel on a GPU. The number of the workers and kernels active in
the system is a function of the amount of memory available on the multi-core
system and the GPU device, respectively. The implemented Task-Farm model
is articulated into two different computational phases. A sketch of the model
structure adopted for the first phase is given in Figures 2 and 3 while that of the
second phase is given in Figure 4. Algorithms 3 shows the code implementing
the master thread. It is in charge of coordinating the calculations of both phases.

   

Thread 1

GPU sector worker procedure()
...
...
cublasDgemm(...)
...

Thread M

CPU sector worker procedure()
...
...
dgemm(...)
...

. . . 

Thread N

GPU sector worker procedure()
...
...
cublasDgemm(...)
...

CUDA GPU 1

CUDA kernel calls

Processor shared memory

ρ1 ρ2 ρSs. . . O1 O2 OSs. . .

Input: reaction coordinate (ρ) Output: overlapping matrix (O)

Thread 1

CPU sector worker procedure()
...
...
dgemm(...)
...

. . . 

CUDA GPU K. . . 

Fig. 2. Task-Farm model for the first phase: computation of the O matrix

In the first phase the computation of the Sector section is carried out. At
this stage, as described in Section 3, the surface functions B calculated for each
sector are used to build the overlap matrix O and the coupling matrix U. The
sector-by-sector propagation is a recursive process, the building of the i sector
overlapping matrix Oi needs both the basis functions calculated on that sector
plus those of the i − 1 sector. The whole process consists of three stages: 1)
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Computation of eigenvalues and eigenvectors of each sector; 2) Computation of
the overlap matrix Oi; 3) Partial computation of the coupling matrix Ui. In the
sequential version of the ABC code the first two stages are implemented by the
sector procedure, and the third stage by the Metric procedure. The elaboration
of the first two stages does not lead to any order dependency, while the third
one makes use of the eigenfunctions of the previous sector.

To execute this process in parallel, it was re-arranged in two stages as follows:
In the first stage, eigenvalues and eigenvectors are computed for each sector i to
build a partial Ōi. In the second one, for each sector i > 1, the final coupling
matrix Ui is computed by using a function that takes as input the matrices Ōi

and Ōi−1. Algorithms 4 and 5 show the pseudo code implementing the worker
threads running in the first and second stage, respectively. To coordinate their
execution a variable (nextElem in the pseudo-code of Figures 4 and 5) updated
in mutual exclusion by the worker threads is used. When nextElem reaches
the number of sectors SM , it means that all the arrays have been successfully
generated and the first stage worker threads terminate their execution. Then,
the worker threads of the second stage are instantiated.

Concerning the parallel execution of the sum and multiply operations on
matrices, the heavier ones are run in this phase to build the Hamiltonian matrix
(H). For each sector the related matrix H is build by iterating the vibrational
and rotational quadrature points. It is important to emphasize that the number
of quadrature points is quite large, in the sample used in our study such set of
points are subdivided inmvi = 217 quadrature vibrational points andmro = 194
quadrature rotational points, for a total of mro ∗mvi = 42, 000 points. For each
point several dgemm routines are executed on arrays of about 10, 000 elements.
Therefore, a huge number of short operations are executed.

The executing of the dgemm routine on GPU needs to: 1) move on the GPU’s
memory the input data; 2) call the CUDA kernel that executes the operation; 3)
move the result on the CPU’s memory. The CPU-GPU data transfer, in fact, is a
slow operation, because it requires the data to pass through the bus connecting
CPU and GPU. The overhead due to the CPU-GPU data transfer could be a
bottleneck for the program performance and could undo the gain due to the high
degree of parallelism achieved by the GPU in matrix operations. To reduce this
overhead data are transfered in a coalescing fashion. The quadrature points are
grouped in subsets that are used to set up the dgemm input matrices directly in
the GPU memory. This way reduces the CPU-GPU data transfers by a factor
equal to mro.

In the second phase, for each value of the EN scattering energies the propa-
gation of the logarithmic derivative is computed (see Section 3). A fixed energy
value propagation is executed by iterating on the number of sectors, and the
computation En = OT i ∗ En ∗Oi is the most computationally expensive opera-
tion, in which the dgemm procedure is executed twice. At this stage the loop on
sectors can not be parallelized, because it has to be executed in sequence, from
the first to the last sector. Moreover, a fully allocation in main memory of the
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Thread 1

GPU metric worker procedure()
...
...
cublasDgemm(...)
...

Thread M

CPU metric worker procedure()
...
...
dgemm(...)
...

. . . 

Thread N

GPU metric worker procedure()
...
...
cublasDgemm(...)
...

CUDA GPU 1

CUDA kernel calls

Processor shared memory

U1 U2 USs. . .

Input: overlapping matrix (O) Output: coupling matrix (U)

Thread 1

CPU metric worker procedure()
...
...
dgemm(...)
...

. . . 

CUDA GPU K. . . 

O1 O2 OSs. . .

Fig. 3. Task-Farm model for the second phase: computation of the U matrix

logarithmic derivative matrices is not feasible because they have the same size
of the overlap ones.

Consequently, a proper implementation of the fixed energy propagations
based on the execution of a sequence of block of sectors is needed. The adopted
solution exploits a set of worker threads that compute as in Algorithm 1 all fixed
energy propagations for the same block of sectors. A self scheduling technique
is adopted by the worker to dynamically get an energy value. It is implemented
by using a variable nextElem in the pseudo-code of Algorithm 4 in which the
worker thread executed in this phase updated in mutual exclusion.

Each block of fields is used in read-only during the computation. Therefore,
before the workers are instantiated, the block is loaded from files in main memory,
so it is shared between the worker threads during the computation.

To compute an energy propagation the dgemm routine is executed twice for
each sector on large size matrices. For example, with regard to the case of study
considered in this work, the number of dgemm routine executed is equal to 2 ∗
EN ∗SM = 2∗20∗150 = 6000, which are distributed on 77% of the total program
execution time, that is about 20 hours of calculation in our case. In this case
the time due to data transfers from CPU to GPU memory and vice versa is
negligible (the order of magnitude of a data transfer is milliseconds, while that
of a dgemm execution is tens of milliseconds).

An important aspect is concerned with the size of memory requested by the
simulation. Considering our case of study, we have overlap matrices of 2557 ×
2557 floating point double precision elements which correspond to a bulk of
memory of 50 MB. Considering the underlying architecture features and the
used software libraries, the proposed solution is able to compute matrices up
to about 6000 × 6000 elements; exceeding these dimensions, the dgemm routine
should be re-designed to be able to perform the computation. Since SM = 150
sectors are elaborated, it means that about 300 overlap matrices of 50 MB each
one are needed. It leads to a need of about 15 GB of RAM memory. This has
made it necessary to store intermediate results on the auxiliary memory. In the
pseudo code, sector i.bin, metric i.bin, and logder i.bin are the name of
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the data sets used to store intermediate results of a sector Si computation and
an energy Ei computation, respectively.

Algorithm 3 Master thread

1: /* SETUP SECTION */

2: Read the number of cores and GPU, and sector block size;
3: ...
4: /* SECTOR SECTION */

5: Divide the integration domain into distinct sectors;
6: // setting nextElem variable to 1st sector

7: Set nextElem = 1;
8: Instantiate the sector worker;
9: Wait for the workers termination;

10: Set nextElem = 2;
11: Start the the metric workers;
12: Wait for the workers termination;
13: Rename the file “sector 0.bin” to “metric 0.bin”;
14: Remove all “sector *.bin” files;
15: /* LOGDER SECTION */

16: Si = 1;
17: while Si < SM do
18: Sj = Si + SECTOR BLOCK SIZE

19: if Sj > SM then
20: Sj = SM ;
21: end if
22: Load sectors block {Si..Sj} from metrici.bin to metricj .bin;
23: Start the logder workers;
24: Wait for the workers termination;
25: Si = Sj + 1;
26: end while
27: Final transformations;
28: Deleting files no longer used (metric *.bin);
29: /* OUTPUT SECTION */

6 Experimental evaluation

To carry out the performance evaluation of the ABC parallel program under
typical running conditions, the parameters of the computation were chosen to
be those of N + N2 → N2 + N chemical reaction [7,8], which are, as already
mentioned, 150 sectors and 20 energies. To evaluate the gain obtainable by run-
ning ABC on GPU some experiments have been conducted by using a different
number of cores and GPUs (i.e. 1 core and 1 GPU, 2 cores and 2 GPUs and
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Algorithm 4 sector worker procedure.

Get the lock on the shared variable nextElem;
while nextElem < N do
// get a sector

Si = S[nextElem];
nextElem = nextElem + 1;
UNLOCK nextElem;
Compute sector(Si);
Save partial overlapping matrix Ōi on file (sector i.bin);

end while
// all sectors are elaborated
Unlock nextElem;

Algorithm 5 metric worker procedure.

Get the lock on the shared variable nextElem;
while nextElem < N do
// get a sector and its previous one;
Si = S[nextElem];
Si−1 = S[nextElem - 1];
nextElem = nextElem + 1;
Unlock nextElem;
Load partial matrix Ōi and Ōi−1 from file;
Compute metrices(Si, Si−1);
Save final matrix Ōi for sector Si on metric i.bin;
Lock nextElem;

end while
// all sectors are elaborated;
Unlock nextElem;

Algorithm 6 logder procedure

Get a block of sectors i..j;
Get the lock on the shared variable nextElem;
while nextElem < EN do
// get an energy value;
Ek = E[nextElem];
nextElem = nextElem + 1;
Unlock nextElem;
Load partial log-derivative matrix for energy Ek;
Compute logder(Ek, {i..j});
Save partially propagated log-derivative matrix for energy Ek on
logder i.bin;
Lock nextElem;

end while
// all energies are elaborated;
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Ui Uj. . .

sector block data:
coupling matrix (U)

(i,j) = first sector block to propagate

S1 S2 SEn. . .

I/O: scattering matrix (S)
partially refined step by step

(i,j) = next
sector block

other sectors
to propagate ?

initialize scattering matrices (S1  SEN) by zero

Thread 1

GPU logder worker procedure()
...
...
cublasDgemm(...)
...

Thread M

CPU logder worker procedure()
...
...
dgemm(...)
...

. . . 

Thread N

GPU logder worker procedure()
...
...
cublasDgemm(...)
...

CUDA GPU 1

CUDA kernel calls

Processor shared memory

Thread 1

CPU logder worker procedure()
...
...
dgemm(...)
...

. . . 

CUDA GPU K. . . 

. . .

. . .

Fig. 4. Task-Farm model for the third phase: computation of the S matrix

3 cores and 3 GPUs) and evaluating the following metrics: elapsed time and
speedup. All runs have been carried out on an AMD Athlon II X3 435 processor
which is clocked at 2.9 GHz and three GPU NVIDIA GTX-275. The GPUs have
three major characteristics: 1) 30 stream multiprocessors, for a total of 240 cores
single processors; 2) 896 MB of Global Memory; 3) 127 GB/s of memory transfer
bandwidth.

The speedup values computed as: S = Ts/Tp, where Ts is the execution time
of the sequential program on a single processor and Tp is the elapsed time of
the of the parallel program on p processors are shown in Table 1. They were
computed by setting Ts equal to the ABC’s routines sequential execution times
and Tp equal to the routines GPU execution times. For a better understanding,
the speedup values are also shown in Figure 6 as a function of the core + GPU
pairs.

Figure 5a shows the execution times spent running each ABC section. The
experimental results mainly highlight the benefits deriving from the parallel
execution of the algorithm obtained adopting the Task-Farm paradigm. In par-
ticular, they make apparent the enhancement deriving from the execution of the
compute-intensive algorithms on GPUs. Comparing the execution time of the
sequential program with a single GPU usage time, one can see that the sections
SECTOR and METRIC do not lead to significant reduction of the program execution
time. This is not true for the LOGDER section.

Since the ABC sections are partially computed on CPU and GPU, Figure 5a
does not provide a clear rationale for the scalability of the different approaches
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Fig. 5. (a) Execution times spent to run each program section. (b) Distribution of the
execution time between CPU and GPU.

(CPU only, CPU+GPU). To this end, we show in Figure 5b the elapsed time
of the sequential program version and the distribution of the execution time
between CPU and GPU running the parallel program version on respectively 1,
2 and 3 cores and GPUs.

The sequential version had a completion time of approximately 26 hours.
Using a single GPU, the completion time dropped to about 13 hours, of which
10 and a half employed by the CPU and the rest by the GPU. Doubling both
the number of GPUs and the number of cores used, the relative execution times
halved. Using 3 cores and 3 GPUs, the execution time has been further reduced.
As apparent from Figure 5b, the GPU-based computation scales almost linearly,
while the one based on CPU cores does not.

The problem certainly is not new [12]. The bandwidth and latency of main
memory have not kept pace with CPU performance. Currently, processor caches
grow in size and number of levels, prefetching, and so on increase. So, cache
hierarchy is able to provide access to data with latencies of few nanoseconds.
But, by putting more and more processor cores on the same chip, the cache
size available per core drastically reduces. In particular, for compute-intensive
applications the performance degradation is more evident because they place
higher demand on the memory subsystem. This leads to a loss of scalability, see
Figure 6.

Figure 6 also shows that graphic devices are not affected by this problem.
This is because each device is equipped with its local memory that permits each
GPU to work without sharing communication bandwidth with other processors.
In fact, data is moved locally on each device at the beginning of each phase.
After that, until the end of each phase, no more communication are required
from/to the main memory.
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Fig. 6. Total and section speedup values.

Setup Sector Metric Logder Output Global

1 core + 1 GPU 1.00 1.37 2.74 4.30 1.00 3.28
2 cores + 2 GPUs 1.00 2.17 5.41 8.28 1.00 5.78
3 cores + 3 GPUs 1.00 2.30 7.44 10.93 1.00 6.98

Table 1. Total and per-routine speedup values

Table 1 shows that the METRIC routine contributes significantly to the speed
up as also the LOGDER routine does. Its maximum speed up obtained when using
three GPUs is equal to 6.98.

7 Conclusions

This presents and discusses a porting to the GPU of a computer program of the
computational chemistry field devoted to the calculation of quantum reactive
scattering. This has required the translation of the program from the program-
ming language Fortran to the programming language C, and the subsequent
implementation of its parallel version for GPU NVIDIA. To this end a hot spot
analysis of the program has been performed in order to single out the portions
of the code more expensive in terms of computer resources. According to the hot
spot analysis’s results the various sections of the codes have been restructured
for parallel execution on the target platform. The use of CPU-GPU permitted
us to significantly reduce the ABC program execution time. The analysis of the
code and its parallel runs have also indicated that better performances could be
obtained by introducing a higher level of parallelism at the computation of a
single sector. To this end the use of more cores could be exploited to reduce the
memory demand at core level.
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