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1. Consider a computation Σ at the process level composed of four modules 𝑃!,𝑃!,𝑃! and 𝑃!. 𝑃! unpacks a 
data structure of size 𝑅×𝑀! integers and produces a stream of matrices 𝐴!, 𝐴!,… , 𝐴! each one of size 
𝑀! integers (𝑀 = 512). 𝑃!, identical to 𝑃!, produces a stream of matrices 𝐵!, 𝐵!,… , 𝐵!. The length of 
the two streams is 𝑅 = 10!. For each pair 𝐴! ,𝐵! (with 𝑘 = 1,… ,𝑅) 𝑃! produces an output array 𝐶! of 
size  𝑀 according to the following computation: 

for i=0 to M-1 do 
 𝐶! 𝑖 = 0; 
 for j=0 to M-1 do 
   𝐶! 𝑖 = 𝐹 𝐶! 𝑖 ,𝐴! 𝑖, 𝑗 ,𝐵![𝑗, 𝑖] ; 

Arrays 𝐶! !!!
!  are transmitted to 𝑃! that copies them into a private matrix 𝑍 𝑅 𝑀 . The processing time 

of the sequential function 𝐹 is equal to 𝑇! = 1.5×10!𝜏. The asynchrony degree of the channels is equal 
to one. The computation is executed on a multi-CMP NUMA-SMP machine with 𝑁 = 256 PEs: 

• 32 CMPs each one composed of 8 PEs, an internal crossbar and 4 MINF units. Each PE is a D-
RISC pipelined CPU with a private primary cache (instructions 32K + data 32K, with blocks of 
𝜎 = 8 words) and a private secondary cache of 2M. 4-parallel WW units outside the chip are 
interconnected to the 4 MINFs. The service time per instruction is 𝜏; 

• the local memory sub-system of each CMP is composed of 4 macro-modules connected to the 4-
parallel WW units through a crossbar. Each macro-module is composed of 8 memory modules 
with 𝜏! = 100𝜏; 

• the external NUMA network is a 2-ary n-fly Generalized Fat Tree; 
• automatic invalidation-based cache coherence with home flushing (limited to the secondary 

cache); 
• exclusive mapping, process run-time support with RDY-ACK solution and I/O communications. 

a) Study system Σ by supposing that 𝑃!,𝑃!,𝑃!,𝑃! are executed on different CMPs and the PE of 𝑃! is 
the home node of the process run-time support data structures. Suppose that matrices 𝐴! !!!

!  and 
𝐵! !!!

!  are stored in memory in such a way that the number of cache faults is minimized. 
Determine the ideal service times, the effective ones and the relative efficiencies of the modules 
according to the base latency. Calculate the optimal parallelism degree of the bottleneck (𝑃!). By 
supposing 𝑅! 𝑅!!! ~1, evaluate the completion time of the program. 

b) Study a system Σ! in which 𝑃!  has been parallelized according to a data-parallel pattern. Suppose 
that 𝑃!,𝑃!,𝑃! and the set of processes of the parallel 𝑃!  are executed on distinct CMPs, and that the 
homing strategy of the run-time support data structures is left to the programmer. Study the 
performance of the system according to the base latency and provide the values of the parameters 
𝑝,𝑇!,𝑇!,𝑅!!!. Which is the most stressed secondary cache? 

c) By supposing that 𝑅! 𝑅!!! ~2, re-evaluate the optimal parallelism degree with the under-load 
latency and provide the completion time of the program. 

2. Explain whether and why the following sentences “…” are true or false: 
a) consider a parallel system at any level, with a client-server configuration with request-reply behavior 

and identical sequential clients: “by reducing the latency of the clients the relative efficiency of the set 
of clients increases”. 

b) in a client-server system with request-reply behavior consider the following two sentences: “to 
maximize the processing bandwidth of the clients and their relative efficiency the server should be 
implemented with the highest bandwidth and the lowest latency as possible”; in these conditions “the 
server efficiency is optimized”. 
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Solution 

1. System Σ is composed of four processes interconnected as follows: 

	  
Figure 1:  Computation graph of the system. 

According to the specifications, 𝑃! works on corresponding elements of the two input streams, i.e. all the 
pairs of matrices 𝐴! ,𝐵! !!!

! . Therefore, the activation of 𝑃! is fired by the presence of an element in all the 
input streams (AND logic). The inter-arrival time to 𝑃! is the maximum between the inter-arrival times from 
the two streams. The total number of pairs received by 𝑃! is 𝑅. 

a) Performance analysis of the initial system Σ. 

§ Base latency analysis 
We suppose 𝑃! the home node of the three shared structs VTG_in1, VTG_in2 and VTG_out, respectively for 
the two input streams and the output stream, each one containing 1 elementary VTG_S structure. For the two 
input streams the target variable is represented by 𝑀! 𝜎 = 32𝐾 blocks and it can be contained in C2 (2M 
words) but not in C1 (32K words). For the output stream the target variable is represented by 𝑀 𝜎 = 64 
blocks and it can be contained both in C2 and in C1. 

P1 and P2: 𝑃! ideal service time is the communication latency to perform a send to 𝑃!: 

𝑇!!!!" = 𝑇!"#$ 𝑀! = 𝑇!"#$% +𝑀!𝑇!"#$%~𝑀!𝑇!"#$% 

Clearly, 𝑇!"#$% is negligible with respect to the message copy. The message is in the local main memory of 
the CMP on which 𝑃! is executed. Furthermore, since the homing of the channel from 𝑃! to 𝑃! is the PE of 
the destination, we have the flushing of the blocks of the message into the secondary cache (not C1) of the 
destination PE. Thus we have: 

𝑇!!!!"~𝑀!𝑇!"#$% =
𝑀!

𝜎
𝐿!"#$!!! 𝜎 + 𝐿!"#$%&!!!!! 𝜎 + 𝜎𝛽!"#$  

𝑃! and 𝑃! are allocated in distinct CMPs thus: 

𝐿!"#$!!! 𝜎 = 𝐿!"#$!!"#+𝐿!"#$!!"#$%!!! 𝜎 = 3 + 𝑑 − 2 𝑇!!" + 𝜏! + (9 + 𝑑 − 2)𝑇!!" 

The path is: C1-C2-W-INT_NET-MINF-WW-EXT_SMP_NET-IM-M total 𝑑 = 9 (the two networks are 
crossbars). With 𝑇!!" = 2𝜏 (inter-chip) we have: 𝐿!"#$!!! 𝜎 = 152𝜏. 

The C2C flushing between CMPs exploits the NUMA network, which is a 2-ary 5-fly Generalized Fat Tree. 
The average distance (assuming to use all the nodes of the tree – worst case) is 𝑑!"#$!!"#~1.9𝑛~10. The 
flush latency is: 

𝐿!"#$%&!!!!! 𝜎 = 𝐿!!!!!"# 𝜎 + 𝐿!!!!!"#$%!!! = 11 + 𝑑 − 2 𝑇!!" + 1 + 𝑑 − 2 𝑇!!" 

The path is: C1-C2-W-INT_NET-MINF-WW-EXT_NUMA_NET-WW-MINF-INT_NET-W-C2 total 
𝑑 = 21. We have: 𝐿!"#$%&!!!!! 𝜎 = 100𝜏. 

In conclusion the ideal service time of 𝑃! is: 

𝑇!!!!"~
𝑀!

𝜎
152𝜏 + 100𝜏 + 𝜎𝛽!"#$ = 36𝑀!𝜏 

P1

P2

P3 P4

A[M][M]

B[M][M]

C[M]
AND-Logic
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The analysis of 𝑃! is identical so we have: 𝑇!!!!" = 36𝑀!𝜏. Since the activation semantics of 𝑃! is data-
flow (AND logic), the inter-arrival time to 𝑃! is 𝑇!!!! = 𝑚𝑎𝑥 𝑇!!!!" ,𝑇!!!!" = 36𝑀!𝜏. 

P3: The code of 𝑃! is organized as follows: 

START: <receive of A from 𝑃!> 
<receive of B from 𝑃!> 
<compute C> 
<set_ack to 𝑃!> 
<set_ack to 𝑃!> 
<send C to 𝑃!> 
GOTO START 

According to the pseudo-code of 𝑃!, the matrix 𝐴 is accessed by rows. Therefore, it is convenient to 
represent it according to the “Row Major” order, i.e. all the integers on the same row are stored contiguously 
in memory. In this way the cache faults on 𝐴 are 𝑀! 𝜎. On the other hand 𝐵 is accessed by columns, 
therefore we represent it according to the “Column Major” order, i.e. all the integers on the same column are 
stored contiguously in memory. In this way the number of cache faults on 𝐵 are the same of 𝐴: 𝑀! 𝜎. The 
compute phase can be compiled as follows: 

 & 𝜎-unfolding, write_back & 

{ 

CLEAR   Ri 

LOOP_i: CLEAR   Rc 

  CLEAR   Rj 

LOOP_j: LOAD  RA, Rj, Ra     //RA contains the initial logical address of the i-th row of matrix A. 

LOAD  RB, Rj, Rb     //RB contains the initial logical address of the i-th column of matrix B. 

  CALL RF, Rret      /*RF contains the initial logical addess of function F (input parameters  

  INCR   Rj              in the registers Ra, Rb and Rc and output result in Rc).*/ 

  IF <   Rj, RM, LOOP_j 

  STORE   RC, Ri, Rc, don’t_deallocate   //Forced to remain in cache for the next send execution. 

ADD   RA, RM, RA      //Now RA points to the next row. 

ADD   RB, RM, RB     //Now RB points to the next column. 

  INCR   Ri 

  IF <   Ri, RM, LOOP_i 
} 

The receive-set_ack can be neglected with respect to the compute phase. By focusing on the innermost loop, 
the pure code has service time: 

𝑇!"#!!! = 𝑀! 𝑇! + 5𝜏 ~1505𝑀!𝜏 

Matrices 𝐴  and 𝐵  have been flushed into the secondary cache by process 𝑃!  and 𝑃!  (each matrix is 
𝑀! = 256𝐾 integers, thus they can be contained in C2). The working set consists in a block of 𝐴, one of 𝐵 
and one of 𝐶. We exploit only spatial locality. The ideal service time of 𝑃! takes into account the latency of 
C1-C2 transfers (C1 cache faults of the blocks of 𝐴 and 𝐵). We have: 

𝑇!"#! = 𝑇!"!"!! + 𝑇!"#$% = 𝑀! 𝑇! + 5𝜏 + 2
𝑀!

𝜎
𝐿!!!!! 𝜎 ~1508𝑀!𝜏 

The send to 𝑃! consists in a copy of the array 𝐶 present in C1 (don’t_deallocate flag in the STORE) without 
any cache coherence overhead since the PE of 𝑃! is the home node of the output channel to 𝑃!. The copy, in 
the order of 𝑂 𝑀 , can be clearly overlapped with the internal calculation, which is in the order of 𝑂 𝑀! . 
Thus we have: 
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𝑇!!!!" = 𝑇!"#! = 1508𝑀!𝜏 

𝑃! is bottleneck of system Σ. In order to eliminate it, the optimal parallelism degree is: 

𝑛!"# =
𝑇!!!!"
𝑇!!!!

=
1508𝑀!𝜏
36𝑀!𝜏

= 42 

The number of PEs (𝑁 = 256) is sufficient to accommodate a parallel implementation of 𝑃!. 

P4: Process 𝑃! receives the message from 𝑃! and stores the array into a row of the private matrix 𝑍 allocated 
in the local memory of the CMP on which the process is executed. By neglecting the receive-set_ack phase, 
𝑃! ideal service time is approximately given by: 

𝑇!!!!"~𝑀𝑇!"#$% =
𝑀
𝜎

𝐿!"#$!!!!!!! 𝜎 + 𝐿!"#$%!!"# 𝜎 + 𝜎𝛽!"#$  

Each block of the message must be read from the secondary cache of 𝑃! via C2C transfer (and transferred 
into C1 of 𝑃!). The latency of a cache-to-cache read request between CMPs is approximately the same of the 
flushing, i.e. 𝐿!"#$!!!!!!! 𝜎 ~100𝜏. 𝑀 𝜎 write_back asynchronous stores are executed in the local main 
memory of the CMP of  𝑃! (matrix 𝑍). The latency of such stores is the request latency only. The path is C1-
C2-W-INT_NET-MINF-WW-EXT_SMP_NET-IM-M total 𝑑 = 9. Thus we have: 

𝐿!"#$%!!"# 𝜎 = 11 + 𝑑 − 2 𝑇!!" = 11 + 9 − 2 2𝜏 = 36𝜏 

As expected, 𝑃! is not bottleneck, its ideal service time is: 

𝑇!!!!" = 21𝑀𝜏 

Effective service times, efficiency and completion time: the table summarizes the numerical results of the 
first point of the exercise: 

 Ideal	  TS	   Effective	  TS	   	   	  Efficiency	  

𝑷𝟏 36𝑀!𝜏 1508𝑀!𝜏 0.024 

𝑷𝟐 36𝑀!𝜏 1508𝑀!𝜏 0.024 

𝑷𝟑 1508𝑀!𝜏 1508𝑀!𝜏 1 

𝑷𝟒 21𝑀𝜏 1508𝑀!𝜏 ~0 

𝚺 36𝑀!𝜏 1508𝑀!𝜏 0.024 

The completion time of the program is as follows: 

𝑇! = 𝑅 ∙ 𝑇!""!! = 𝑅 ∙ 1508𝑀!𝜏~1.5×10!𝑀!𝜏  

§ Under-load analysis 

According to the assumptions of the exercise, the ratio between the under-load latency and the base latency 
is near to one, thus the evaluation with the base latency is also valid for the under-load analysis. 

b) Let us analyze the system Σ! obtained by parallelizing the bottleneck 𝑃!. 

By unrolling the two loops we can recognize the following 𝑀 sets of iterations that can be executed in 
parallel by applying the Bernstein conditions: 

{𝐶 0 = 0; 

  ∀  𝑗 = 0,… ,𝑀 − 1:𝐶 0 = 𝐹 𝐶 0 ,𝐴 0, 𝑗 ,𝐵 𝑗, 0 } 

{𝐶 1 = 1; 

  ∀  𝑗 = 0,… ,𝑀 − 1:𝐶 1 = 𝐹 𝐶 1 ,𝐴 1, 𝑗 ,𝐵 𝑗, 1 } 

… 

{𝐶 1 = 1; 
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  ∀  𝑗 = 0,… ,𝑀 − 1:𝐶 1 = 𝐹 𝐶 1 ,𝐴 1, 𝑗 ,𝐵 𝑗, 1 } 

We can recognize 𝑀  Virtual Processors each one encapsulating the following data structures: 𝑉𝑃! =
𝐶 𝑖 ,𝐴 𝑖,∗ ,𝐵[∗, 𝑖]  for 𝑖 = 0,1,… ,𝑀 − 1, i.e. the i-th element of array 𝐶 (owner compute rule), the i-th row 

of matrix 𝐴 and the i-th column of matrix 𝐵. According to this definition the parallelization is a MAP: each 
𝑉𝑃 does not need to read elements assigned to other 𝑉𝑃𝑠. The completion time is reduced from 𝑂 𝑀!  to 
𝑂 𝑀  and each 𝑉𝑃  performs 𝑀  sequential steps. The following figure shows a representation of the 
parallelization of 𝑃!. 

	  
Figure 2: Computation graph of the system in which P3 has been parallelized as a MAP. 

§ Base latency analysis 
According to the previous analysis, the inter-arrival time to the parallelization of 𝑃! is 𝑇!!!! = 36𝑀!𝜏. The 
optimal parallelism degree is 𝑛!"# = 42. We suppose the following homing of the channels: 

Channel Home PE 

P1-S and P2-S S 

S-Wi (for 𝒊 = 𝟏,… ,𝟒𝟐) Wi 

Wi-G (for 𝒊 = 𝟏,… ,𝟒𝟐) Wi 

G-P4 G 

As required, 𝑃!,𝑃!,𝑃! and the set of processes of the parallel 𝑃!  are executed on distinct CMPs. The mapping 
is the following: 

	  
Figure 3: Exclusive mapping of processes on PEs and CMPs. 

The scatter functionality is executed by a single process 𝑆 performing two scatter distributions of the 
received matrices 𝐴 and 𝐵. The partition size is 𝑔 = 𝑀! 𝑛. The ideal service time of 𝑆 is: 

𝑇!!!" = 2𝑇!"#$$%& 𝑛,
𝑀!

𝑛
= 2𝑛 ∙ 𝑇!"#$

𝑀!

𝑛
~2𝑀!𝑇!"#$% 

P1

P2

A[M][M]

B[M][M]

C[M]
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According to the homing of the channels, process 𝑆 finds the messages in its C2 (they have been flushed by 
𝑃! and 𝑃!). The blocks of the messages need to be read from C2 to C1 and, during the copy, each block of 
the target variables must be flushed into the corresponding C2 of the destination PE. Thus we have: 

𝑇!!!"~2𝑀!𝑇!"#$%~2
𝑀!

𝜎
𝐿!!!!! 𝜎 + 𝐿!"#$%&!!!!!

!"# 𝜎 + 𝜎𝛽!"#$  

The latency of a flushing should take into account the probability to perform a C2C transfer between PEs on 
the same CMP and the probability of C2C transfers between distinct CMPs. According to the mapping, we 
have 7 communications between process 𝑆 and Workers on the same CMP and 35 communications between 
distinct CMPs. Thus we have: 

𝐿!"#$%&!!!!!
!"# 𝜎 =

7
42
𝐿!"#$%&!!!!!!"#$%!!"# 𝜎 +

35
42
𝐿!"#$%&!!!!!!"#$%!!"# 𝜎  

The latency inter-chip is 100𝜏. Inside the CMP we have the following path: C1-C2-W-INT_NET-W-C2 total 
𝑑 = 6 units in the path. We have (𝑇!!" = 𝜏 inside the chip): 

𝐿!"#$%&!!!!!!"#$%!!"# 𝜎 = 11 + 6 − 2 𝑇!!" + 1 + 6 − 2 𝑇!!" = 20𝜏 

𝐿!"#$%&!!!!!
!"# 𝜎 = 87𝜏 

In conclusion the ideal service time of process 𝑆 is given by: 

𝑇!!!"~2
𝑀!

𝜎
10𝜏 + 87𝜏 + 𝜎𝛽!"#$ = 32.25𝑀!𝜏 <   𝑇!!!! = 36𝑀!𝜏 

Thus the sequential scatter process is not bottleneck and does not need to be parallelized. 

Each Worker behaves similarly to process 𝑃! but working on a partition of the two matrices and the output 
array. Its ideal service time is as follows: 

𝑇!!!" = 𝑇!"#!!! + 𝑇!"#$% =
𝑀!

𝑛
𝑇! + 5𝜏 + 2

𝑀!

𝑛  𝜎
𝐿!!!!! 𝜎 ~36𝑀!𝜏 = 𝑇!!!! 

As expected it is slightly lower than the inter-arrival time. 

The service time of the gather process (denoted by 𝐺) is the time to perform a send of a message of size 𝑀 to 
process 𝑃!. 𝐺 needs to read the blocks of the messages from the secondary caches (C2C read transfers) of the 
Workers. Both inside the same CMP and between CMPs the latency of a read C2C is roughly the same of a 
C2C flushing. We must take into account the probability to have the Worker and 𝐺 processes on the same 
CMP and on different CMPs: 

𝐿!"#$%!!
!"# =

3
42
𝐿!"#$%!!!"#$%!!"# +

39
42
𝐿!"#$%!!!"#$%!!"#~

3
42
20𝜏 +

39
42
100𝜏 = 94𝜏 

Clearly, process 𝐺 has an ideal service time dominated by the message copy, which is 𝑂 𝑀  i.e. one order of 
magnitude lower than 𝑇!!!". The same consideration applies for process 𝑃!. In conclusion neither 𝐺 nor 𝑃! 
are bottleneck. 

§ Under-load analysis 
Let us evaluate all the parameters of the cost model for estimating the under-load response time. 

	  
Figure 4: Interaction between caches for the under-load analysis. 
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As we can observe there are two secondary caches with 𝑝 = 3, i.e. the one of the scatter process and the one 
of a generic Worker.  

Let us consider the secondary cache of a Worker (W-C2). It receives requests from the secondary caches of 
the scatter and the gather processes and from its primary cache for write_back transfers and reads of blocks 
into C1. The number of clients is 𝑝 = 3. The server service time is the one for transferring one cache block, 
i.e. 𝑇! = 8𝜏. We can identify three classes of operations: 

𝐿! = 𝐿!"#$%&!!!!!
!"# 𝜎 = 87𝜏 𝐿! = 𝐿!"#$%!!

!"# 𝜎 = 94𝜏 
 

𝐿! = 𝐿!!!!! 𝜎 = 10𝜏 
 

For calculating the relative frequencies we can neglect the transfers in the order of 𝑂 𝑀 . Thus, we obtain: 
𝜋!~0.5, 𝜋!~0 and 𝜋!~0.5. The base latency is equal to: 

𝑅!!! = 𝜋! ∙ 𝐿!

!

!!!

~49𝜏 

Parameter 𝑇! is estimated as the inverse of the bandwidth requested to the server (secondary cache of a 
generic Worker): 𝐵!"# = 𝐵!"#!! + 𝐵!"#!! + 𝐵!"#!!: 

𝐵!"#!! =
2𝑀

!

𝑛𝜎
𝑇!!!""

 𝐵!"#!!~
2𝑀

!

𝑛𝜎
𝑇!!!""

 𝐵!"#!! =
𝑀
𝑛𝜎

𝑇!!!""
	  

The effective service times are as follows: 𝑇!!!"" = 𝑇!!!"" = 𝑇!!!"" = 36𝑀!𝜏. Thus we have: 𝑇! =
1 𝐵!"# ~3×10!𝜏. In summary we have the following parameters: 

• 𝑝 = 3 
• 𝑇! = 8𝜏 
• 𝑅!!!~49𝜏 
• 𝑇!~3×10!𝜏 

Let us consider the secondary cache of the scatter process (S-C2). It receives requests from the secondary 
caches of processes 𝑃! and 𝑃! (C2C flush inter-CMP) and from its primary cache for write_back transfers 
and reads of blocks into C1. We can identify two operations: 

𝐿! = 𝐿!"#$%&!!!!!!"#$%!!"# 𝜎 = 100𝜏 𝐿! = 𝐿!!!!! 𝜎 = 10𝜏 

 The frequencies are the following: 

𝜋! =
2𝑀

!

𝜎

6𝑀
!

𝜎

=
1
3

 𝜋! =
4𝑀

!

𝜎

6𝑀
!

𝜎

=
2
3

 

The base latency is given by: 

𝑅!!! = 𝜋! ∙ 𝐿!

!

!!!

~40𝜏 

The required bandwidths of the clients of S-C2 are: 

𝐵!"#!!! =
𝑀!

𝜎
𝑇!!!!""

 𝐵!"#!!~
4𝑀

!

𝜎
𝑇!!!""

 𝐵!"#!!! =
𝑀!

𝜎
𝑇!!!!""

	  

Where 𝑇!!!!"" = 𝑇!!!!"" = 𝑇!!!"" = 36𝑀!𝜏. We have: 

𝑇! =
1

6𝑀
!

𝜎
36𝑀!𝜏

= 48𝜏 
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As we can observe the secondary cache of the scatter process  is the most stressed one: we have the same 𝑝 
of W-C2 but with a much lower 𝑇! (requests to S-C2 are more frequent than the one to W-C2). 

c) Re-evaluation according to the under-load analysis. 

We re-evaluate the performance of Σ! with the under-load latency and 𝛼 = 2 as required by the exercise. 
The inter-arrival time to the MAP becomes: 

𝑇!!!! 𝑅! ~
𝑀!

𝜎
𝐿!"#$!!! 𝜎 𝛼 + 𝐿!"#$%&!!!!! 𝜎 𝛼 + 𝜎𝛽!"#$ = 67𝑀!𝜏 

The ideal service time of 𝑃! becomes: 

𝑇!!!!" 𝑅! = 𝑇!"#! 𝑅! = 𝑇!"#!!! + 𝑇!"#$% 𝑅! = 𝑀! 𝑇! + 5𝜏 + 2
𝑀!

𝜎
𝐿!!!!! 𝜎 𝛼~1510𝑀!𝜏 

The optimal parallelism degree becomes: 

𝑛!"# 𝑅! =
𝑇!!!!" 𝑅!
𝑇!!!! 𝑅!

=
1510𝑀!𝜏
67𝑀!𝜏

= 23 

The following figure represents the effect of the contention between caches in the bandwidth of the 
applications: 

 
In conclusion for 𝑅!~𝑅!!! the parallel program “scales” as far as 𝑛 = 42, while for 𝑅!~2  𝑅!!! it “scales” 
as far as 𝑛 = 23. 

The completion time is: 

𝑇! = 𝑅 ∙ 𝑇!""!!! = 𝑅 ∙ 67𝑀!𝜏~67×10!𝑀!𝜏  

2. In the following the answers of the questions: 

a) The sentence is false. The relative efficiency of a client is: 

𝜀 =
𝑇!

𝑇! + 𝑅!
=

1

1 +
𝑅!
𝑇!

 

By decreasing 𝑇!  (the client ideal service time) the inter-arrival time to the server decreases, thus the 
utilization factor increases and also the response time. In conclusion the ratio 𝑅! 𝑇!  increases and 
therefore the relative efficiency decreases. 

b) The first sentence is true. The effective service time of a client is 𝑇! = 𝑇! + 𝑅! . Therefore, 𝑇!  is 
minimum if the response time is minimum. The response time can be expressed as 
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𝑅! = 𝑊! 𝜌,𝑇!,𝑇!,… + 𝐿!, where 𝑊! is the average waiting time in queue and 𝐿! is the latency of the 
server. Thus, we have: 

• the impact of the server bandwidth is on the first term of the addition. 𝑊! is monotonically 
increasing with the utilization factor, thus to minimize 𝑊! we need to minimize the server service 
time 𝑇!, in other words to maximize the server bandwidth (e.g. by parallelizing the server); 

• the impact of the latency is on the second term of the sum. In general for parallel servers 𝑇! ≠ 𝐿! 
and does not depend on the utilization factor. 

In conclusion the response time is minimum if the server bandwidth (1 𝑇!) is maximized and the server 
latency 𝐿!  is minimized.  

The second sentence if false. In these conditions, since the inter-arrival time is maximum, the utilization 
factor is minimum and also the relative efficiency of the server. In other words: “the less the server is 
utilized, the better the performance of the clients”. 


